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Introduction

	“Know the enemy and know yourself;

                  in a hundred battles you will never be in peril.”

- Sun Tzu, The Art of War



Force size is no longer proportional to destructive power.  An individual or small group with a nuclear device can destroy a city.  A single vial containing biological agent can infect millions of people.  Or specifically, in relation to conventional weapons, on 20 August 2003, a single cement truck, laden with explosives, detonated at the United Nations headquarters in Iraq killing 17 and injuring 100.  This caused the U.N. and other relief agencies to pull out of Iraq.  There are many other examples of this new threat the most notorious being the events of September 11, 2001.  Thus, the idea that size is no longer proportional to power is the essential asymmetry of modern warfare.  Fortunately, this principle cuts both ways.  So, to combat this we must also begin to think small.  Right down to our individual soldier or small unit empowered to autonomously understand, locate and destroy such threats.  Empowering such decentralized action with precision, synchronization and agility is the goal of Net-Centric warfare.  The cues for this new style of warfare come from characteristics of the Internet and the World Wide Web (WWW): decentralized, interoperable, and agile.  

	“The end for which a soldier is recruited, clothed, armed, and trained, the whole object of his sleeping, eating, drinking, and marching, is simply that he should fight at the right place and at the right time.”

- Carl Von Clausewitz, On War



The World Wide Web is transforming itself from a human-readable information-sharing system into a machine-readable knowledge-sharing system.  This next generation web, called the Semantic Web, provides the linchpin technologies behind the Net-Centric Enterprise Services (NCES).  Specifically, by revolutionizing how shared knowledge is represented in order to expose its semantics, or meaning, Semantic Web technologies provide the foundation for data interoperability, reuse and categorization.  This whitepaper will explain the key Semantic Web technologies, how they are being used today in Horizontal Fusion pilots and where they are going tomorrow to support the goals of Net-Centric Warfare.

The Semantic Web

Semantics eliminate the ambiguity of describing things with labels.  The Semantic Web, as envisioned by Tim Berners-Lee, is a web of machine-processable data.  This goal pushes data mobility and description beyond syntactic interoperability towards semantic interoperability.  The path to machine-processable data is to make the data smarter. Figure 1 displays the progression of data along a continuum of increasing intelligence.
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Figure 1.  The Smart Data Continuum

Figure 1 shows five stages of the smart data continuum; however, there will be more fine-grained stages, as well as more follow-on stages. The five stages in the diagram progress from data with minimal smarts to data embodied with enough semantic information to allow us to make inferences about it.  Now, let’s discuss each stage:

Text and databases (pre-XML). The initial stage where most data is proprietary to an application. Thus, the “smarts” are in the application and not in the data.

XML documents for a single domain. The stage where data achieves application independence within a specific domain. Data is now smart enough to move between applications in a single domain. An example of this would be the XML standards in the healthcare industry, insurance industry, or real estate industry. 

Resource Description and RSS. In this stage, data assets are looked at externally and described separately (or outside) the resource.  This is similar to a card catalog in a library.  Additionally, changes to the population of content can be announced via an RDF Site Summary or RSS feed.  The key innovative element in RDF is that it allows us to explicitly model the associations between things.  This cannot be overstressed.  For 20 years we have focused on modeling things, now we must focus on connecting the dots.
Taxonomies and documents with mixed vocabularies. In this stage, data can be composed from multiple domains and accurately classified in a hierarchical taxonomy. In fact, the classification can be used for discovery of data. Simple relationships between categories in the taxonomy can be used to relate and thus combine data. Thus, data is now smart enough to be easily discovered and sensibly combined with other data.

Ontologies and rules. In this stage, new data can be inferred from existing data by following logical rules. In essence, data is now smart enough to be described with concrete relationships, and sophisticated formalisms where logical calculations can be made on this “semantic algebra.” This allows the combination and recombination of data at a more atomic level and very fine-grained analysis of data. Thus, in this stage, data no longer exists as a blob but as a part of a sophisticated microcosm. An example of this data sophistication is the automatic translation of a document in one domain to the equivalent (or as close as possible) document in another domain.  The W3C Web Ontology Language (OWL) is a standard for defining ontologies.  While developers are very familiar with class modeling and the Unified Modeling Language (UML), OWL extends and improves class modeling to provide property characteristics (like transitive, symmetric, etc.), set theoretics (union, intersection, etc.) and mapping constructs (like equivalence) for classes and individuals.  Thus, in layman’s terms, OWL provides us tools to formally and specifically assert facts about populations of things and their relations.  The ability to share these formal models is sparking a revolution in data fidelity.
We can now compose a new definition of the Semantic Web: a machine-processable web of smart data. Furthermore, we can define smart data as data that is application-independent, composeable, classified, and part of a larger information ecosystem (ontology).   The overall trend is that the “smarts” reside in the data and not in the application endpoints.  This is a core requirement for Net-Centric applications that communicate with a living, dynamic “net” instead of a specific endpoint. 


Each of the semantic web technologies described above, provide the technical underpinnings to support the goals of Net-Centric Warfare.  Table 1 correlates NCW Goals to Technical architecture components and Semantic Web foundations.

	Goal
	Technical Architecture
	Semantic Web Technology

	Power to the Edge
	Decentralized Nodes
	Extensible Markup Language (XML), Web Services

	Speed of Command
	Self-describing Information Spaces
	Resource Description Framework (RDF) and RDF Site Summary (RSS)

	Self-Synchronization
	Context Management
	Taxonomies, Web Ontology Language (OWL)


Table 1.  Goal to Architecture to Semantic Web cross reference

Power to the Edge


Massive effect can replace mass.   This was the doctrine successfully carried out in operation Iraqi freedom.  “In previous wars the American Army had achieved success by smothering the enemy with superior numbers and mass – a concept that required mountains of supplies.  In this war, things would be different.  Mass would be sacrificed for speed, information, and precision killing power.”
   The concept of “power to the edge” is the ability to use information superiority as a combat multiplier.  Greater situational awareness, faster intelligence analysis and rapid collaboration enables the war-fighter to find and exploit enemy weaknesses, execute complex, multi-pronged attacks and react faster to enemy tactics —Information Dominance.  Such decentralized operations are even more important in urban warfare, “The coordination and control of forces and fires is greatly complicated by the restrictive nature of the urban environment. It is facilitated, however, by a detailed plan with explicit control measures for decentralized execution at the lowest level.”



[image: image2.jpg]



Figure 2.  Military Operations on Urbanized Terrain




The technical architecture to create decentralized information operations is to enable a user to plug into a standard service infrastructure (also known as the Core Enterprise Services) where any thin-client or front-end in the system becomes an autonomous-Node in an application/user-level network.  It is important to understand that the word “Net” in Net-Centric Warfare refers to more than just the hardware network; it also means the “enterprise network” or “service network”.  The DoD CIO, Mr. John Stenbit, said that he wanted to empower users by not having them work the network, but have the network work for them.  The Core Enterprise Services are in the following categories: mediation, messaging, collaboration, user assist, storage, security, application, enterprise systems management and discovery.  By plugging into this service-network, an application (and thus end-user) becomes a net-centric-entity that instantly has access to all the other cooperating entities on the network.  Thus, by normalizing all applications to net-centric-entities, we achieve an application-level “network effect” where the value of the network is the square of the number of users in the network.


	Metcalfe’s Law:  Robert Metcalfe, the inventor of Ethernet, stated that the usefulness of a network equals the square of the number of users.  Intuitively, the value of a network rises exponentially by the number of computers connected to it.  This is sometimes referred to as the “network effect”.


[image: image3.wmf]
Figure 3. The Network Effect


The semantic web foundations required to implement the Network Effect shown in Figure 3 are XML, web-services, and enabling the connections between the multiple layers of metadata (content, resource, and ontology).  XML provides a universal syntax for the exchange of messages and the encoding of both metadata and data.  Web services use XML and a Web Services Definition Language (WSDL) to enable cross-platform service invocation.  In other words, XML gives every node on the network a common way to describe data; web services give every node on the network a common way to call services.  Thus, the impact of these technologies together is a level information playing field where any node can transact with any other node.  The flexibility of this architecture enables the network the ability to transform itself into a configurable mesh where it assumes the shape and configuration best suited to the mission.  Fundamentally, this defines “Net Centricity”.  Lastly, the semantic web makes careful distinctions between the various layers of metadata.  Figure 4 displays the W3C’s semantic web stack, which demonstrates a layered metadata architecture.
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Figure 4.  The Semantic Web Stack

The layered metadata architecture separates the content level (the inside of an XML document) from the Resource layer (represented by the Resource Description Framework layer in Figure 4) from the Ontology layer.  The Resource layer is metadata about the externals of a document (like date, creator, etc.).  The Ontology layer is where we define the meaning (semantics) and purpose (pragmatics) of the resources.  It is extremely important to develop standard connections between the layers.  The next paragraph will discuss how McDonald Bradley, Inc. (MBI) is developing the standards and technical implementations to do just that.

· 
McDonald Bradley, Inc. is the lead developer of the Horizontal Fusion’s (HF) Collateral Space and its engineers either lead or participate in many of Core Enterprise Services working groups.  Additionally, MBI participates in many industry standards bodies to include the World Wide Web Consortium (W3C), the Organization for the Advancement of Structured Information Standards (OASIS) and the Java Community Process (JCP).  Here are some of the semantic-web enabled solutions successfully demonstrated in the HF exercise Quantum Leap 1 (QL1):

· Military Language Understanding (MLU).  The Google ™ Search engine can recognize certain patterns in the query expression.  For example, it will recognize an address and offer a map from Mapquest as part of its result-set.  This is not natural language recognition but simple pattern recognition.  MBI has developed a similar capability that refines queries by recognizing and expanding military patterns like Basic Encyclopedia (BE) numbers, geographic coordinates, unit designations and others.  Figure 5 is a screenshot of the MLU refining a query from the QL1 exercise.   To perform this pattern recognition, the MLU uses acronym databases, WordNet and several types of recognition engines.
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Figure 5.  MLU processing of a natural language query.


· Intelligent Federated Index Search (IFIS).  This middleware application achieved considerable success and recognition during QL 1.  Its purpose is to provide “target-less” query to an end-user.  A target-less query is a query that is not directed at a specific data source.  In other words, the user does not have to know where the information he or she needs is stored or the target system’s query format.  IFIS implements this functionality by executing a federated query (also known as a federated search).  To federate a query a standard query format and standard web service interface was developed.  This standard query is then routed to data sources participating in the federation (which means they have implemented the standard web services) and a standard result set is aggregated from any source that can satisfy the query.   Figure 6 depicts the IFIS architecture.
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Figure 6.  IFIS architecture


Lastly, in 2004, MBI is participating on and leading key focus groups within the CES Metadata Working groups to define an XML Schema for the DOD Discovery Metadata Specification (DDMS) and a Taxonomy Framework.  We will discuss the Taxonomy framework later; here is a sample of a resource description which conforms to the DDMS Schema.

	<?xml version="1.0" encoding="UTF-8"?>

<ddms:Resource xmlns:ddms="http://www.dod.mil/ddms/1.0/ddms#" xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance" xsi:schemaLocation="http://www.dod.mil/ddms/1.0/ddms# DDMSv1.0_alpha.xsd">


<ddms:identifier ddms:qualifier="URI" 


ddms:value="http://www.saudiembassy.net/2003News/News/NewsDetail.asp?cIndex=933"/>


<ddms:title> Prince Sultan on reform of the Kingdom's educational system</ddms:title>


<ddms:creator>



<ddms:Organization>




<ddms:name> Royal Embassy of Saudi Arabia</ddms:name>



</ddms:Organization>


</ddms:creator>


<ddms:subjectCoverage>



<ddms:Subject>




<ddms:category ddms:qualifier="someQualifier" ddms:code="someCode"/>




<ddms:keyword ddms:value="education"/>



</ddms:Subject>


</ddms:subjectCoverage> …


Listing 1.  DDMS Sample


The key points to note in the DDMS schema are the connections both down to the content level and up to the taxonomy (category level).  The link to the resource is the URI identifier (a submitted Request For Change will provide an optional link to an available schema for a resource).  The link to the taxonomy level is provided by the ddms:category element.  Additionally, any instance document conforming to this schema can be validated as either XML or RDF.


To summarize, these applications leverage semantic web technologies to create the infrastructure of a decentralized, application-level network.  The goal of such a network is to enable adaptive, many-to-many interactions among nodes that best suit the current situation.  Thus, power to the edge is the realization of the network effect in military operations.  Now, let’s examine how these decentralized operations will achieve superior speed of command.
Speed of Command

	“Speed is the essence of War.”

                                                                                                              - Sun Tzu, The Art of War



“One can achieve overwhelming force by substituting velocity for mass.”
  In Iraq, this principle was proven in a dramatic fashion.  One example of this was V Corp’s drive to Baghdad.  On March 24, V Corps took a brief rest while an Iraqi storm, called the shamal, blew for three days.  “The exhaustion of much of V Corps was understandable, considering that in seventy-two hours it had moved 10,000 vehicles over 350 miles while fighting three different battles.”
  The ability to both act and react faster than the enemy requires tighter decision cycles coupled with confidence those shortened cycles are effective.  The backbone of such confidence is an information system that can deliver situational awareness, reach-back collaboration and continuous monitoring.  Unfortunately, traditional processing systems designed for narrow purposes with tightly-coupled interfaces have reached the limits of their effectiveness.  For Net-Centric Warfare, an architectural shift is necessary to reach the next level (which will be required when confronting more capable adversaries than the Iraqis).  The shift is to move away from rigid system boundaries and stove-piped systems to nodes and adaptive information spaces as depicted in Figure 7.


[image: image7]Figure 7.  System Architecture Design Shift for Net-Centric Warfare


Figure 7 depicts the shift from information systems modeled after civil-engineering artifacts to those modeled on biological organisms.  Biological organisms possess the ability to change and adapt to their environment.  Thus, an architecture with fluid information spaces enables applications to combine, reconfigure and interact in an infinite number of configurations to one that best supports the current situation.  Lieutenant General Keith Alexander refers to this shift as the difference between Industrial age processing and Information age processing of data.

	“This breaks the chain of collection, exploitation, processing and dissemination in a linear context.”

                                                            - Vice Admiral Lowel E. “Jake” Jacoby, Director of DIA



Posting to a shared space parallelizes the processing.  A major tenet of Net-Centric warfare is Task-Post-Process-Use (TPPU) which replaced Task-Exploit-Process-Disseminate (TEPD).  Within the two processes (TPPU and TEPD), the “post” step is equivalent to the “disseminate” step.  Thus, it is immediately evident that a radical shift towards immediate information sharing has taken place.  If you remember back to the Smart Data Continuum, you should now understand why “putting the smarts in the data” is critical in this new environment because posting early to the network eliminates the ability or desire to “prepare” the data for a specific consumer.  Instead the data semantics must be integral to the creation of the data and available to all possible current and future applications that join the same network space.  McDonald Bradley, Inc. has been developing the concept of a shared Information space since the initiation of the Virtual Knowledge Base project in 2000, a precursor to the transformation from Network-Centric Warfare to that of Net-Centric Warfare, a subtle, but important distinction.  Two of the core functional requirements for the Virtual Knowledge Base were target-less query and target-less production.  Figure 8 is an architectural diagram of the Virtual Knowledge Base.  

[image: image8]
Figure 8.  Virtual Knowledge Base Architecture

For Horizontal Fusion, the VKB was enhanced and became the basis for the Collateral Space.  Here are two (of many) enhancements developed by MBI for the Collateral Space:

· Post to Collateral Space.  To implement TPPU, the collateral space added a generic post feature for portfolio members to post information immediately accessible to all members of the space.  All content posted to the space was indexed and searchable.  Recently, an IFIS proxy was created to add this shared space to the federated search.  This is the first-step to implementing “target-less” production where an end-user does not need to know where to “file” information.  Improvements planned for the future are entity extraction and automated categorization.  Figure 9 depicts a screenshot of the Post to Collateral Space input form.



[image: image9]
Figure 9. Post to Collateral Space


· Content Annotation.  Taking a cue from ecommerce systems with robust feedback mechanisms like Amazon and eBay, MBI developed the ability to annotate resources returned from IFIS.  An annotation is a user comment on a portion of a document (future versions will include rating and categorization).  Such annotations provide another dimension to the content and expand the utility of full-text searches.  Figure 10 is a screenshot of the annotation process.
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Figure 10.  The Annotation Process


By replacing stove-pipes with information spaces, we provide end-users with the ability to organize, analyze and collaborate faster than the enemy.  But spaces without purpose only allow sharing; more advanced applications like synchronization require the next layer of the semantic web stack.
Self-Synchronization

	“All forces which are available and destined for a strategic object should be simultaneously applied to it; and this application will be so much the more complete the more everything is compressed into one act and into one movement.”

                                                                                                     - Carl Von Clausewitz, On War



Synchronization is the control of proximity in time and space.  In one of the few tactical failures in Iraq, the 11th Attack Helicopter Regiment lost synchronization of its operations in its deep attack of the Medina Division.  “Because of delays and cancellations, the regimental staff was forced to communicate over a single tactical satellite radio. … Over three hours late, just before dark, a portion of the fuel finally arrived. … At this point, events spiraled further out of control.  News that the mission would have to begin three hours later than originally planned failed to reach those who were supposed to support the operation.”
  In Net-Centric Warfare, nodes in the network will have the ability to self-synchronize when joining a space.  In terms of simplicity, this should be as easy as hot-syncing a secure Personal Digital Assistant (PDA).  Accomplishing this involves introducing the concept of context to our information spaces as depicted in Figure 11.
[image: image11.png]Context





Figure 11.  Context management for nodes, spaces and associations


Information nodes, associations and spaces are multi-dimensional.  The sum of these dimensions is referred to as a context.  Context, like associations, are something that have been neglected in traditional information systems yet must be modeled explicitly in Net-Centric warfare.  Fortunately, this is the critical new contribution the semantic web brings information systems.  In the semantic web, a model of a context is called an Ontology.  A taxonomy is a simple form of an ontology for hierarchical categorization.  When we model both the context of the user and the context of the space, the intersection defines what is relevant to that user.  And through knowing what is relevant and the current state of both, we can synchronize one context to the other.  McDonald Bradley is leveraging these concepts to develop new standards and applications to include:

· Multi-tagging.  In order to allow multiple markup languages to tag the same content, MBI is developing a standard format and lightweight client to treat markup languages as overlays that can be layered on content.  Figure 12 is a screenshot of the multi-tagging client. The multi-tagging format is envisioned as a middleware format that negotiates with clients to deliver a single representation of the marked-up content.  This enables a document to be tagged with multiple granularities, multiple perspectives or multiple versions of XML tags.   


[image: image12]
Figure 12.  The Multitag Client

· Decentralized Taxonomy Framework.  This year, MBI is leading the Taxonomy Focus group for the CES Metadata Working group.  Remember that we previously discussed the DDMS Schema whose purpose is to capture discovery metadata about all resources across the Department of Defense (DOD) and the Intelligence Community (IC).  The DDMS Schema contains a category element for categorizing resources in a taxonomy.  Thus, the need for a standard taxonomy or taxonomies; therefore, the taxonomy focus group was assembled to create or select a standard taxonomy for DOD/IC resources.  Unfortunately, there are multiple taxonomies that serve multiple purposes.  Specifically, taxonomies vary along three axes: semantic expressiveness, subject generality, and context.  Thus, in order to support these variations, MBI devised a Decentralized Taxonomy Framework as depicted in Figure 13.


[image: image13]
Figure 13.  The Decentralized Taxonomy Framework

The goal of the taxonomy framework is to allow multiple taxonomies to be plugged-in to the framework via a standard set of relations so they behave like a single, integrated taxonomy.  Contextual taxonomies are connected in two ways: to the core layer via a standard semantic relation and lexically to terms in WordNet.  WordNet is a lexical database created by Princeton University that defines and relates “synonym-sets” in the English language.  


Via OWL ontologies and taxonomies, we can model the context of content, services and transaction messages to perform self-synchronization of user activities.
Conclusion

	“We’ve got a long way to go to tie this network together and get the right information to the right guy at the right time.”

                                                                           - Brig. General Robert Cone, “Lessons from Iraq”



The Semantic Web ushers in a new Copernican revolution whereby applications revolve around data and not the other way around.  Net-Centric warfare leverages these foundations to turn an information advantage into a war-fighting advantage.  “Power to the edge” embodies the principle of decentralized applications.  The smart data continuum enables decentralization by putting the smarts in the data and not in the application endpoints.  This signals the death-knell for point-to-point interfaces.  Advances in the “speed of command” will require a leap forward to the new architectural paradigm of dynamic information spaces.  The Collateral Space has prototyped the principles of target-less query and target-less production in a distributed information space.  Lastly, self-synchronization requires a significant increase in data fidelity to include the context of the data.  In summary, the new architecture for Net-Centric warfare is nodes, spaces and contexts.  The semantic web offers the foundations to implement this architecture with RDF, web-services and OWL.  We now finally have the processing power to implement Vannevar Bush’s vision when he said, “Selection by association, rather than indexing, may yet be mechanized.”
 


	“The bane of my existence is doing things that I know the computer could do for me.”
                                                                                     - Dan Connolly, “The XML Revolution” 
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